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Base Standard

SRW: Search/Retrieve Web Service v.1.1. http://www.loc.gov/standards/sru/srw/index.html 
By definition of SRW, this description incorporates SRU: Search/Retrieve via URL v. 1.1. http://www.loc.gov/standards/sru /index.html . SRW is defined as a variation of SRU.
This description does not incorporate the following standards, which are used in conjunction with SRU/SRW, or which SRU/SRW has built on:
· CQL: Common Query Language v.1.1. http://www.loc.gov/standards/sru /cql/index.htm
· Information Retrieval (Z39.50): Application Service Definition and Protocol Specification (ANSI/NISO Z39.50-2003): http://www.loc.gov/z3950/agency/ 
· ZeeRex v.2.0: ‘Explain’, Explained and Re-Engineered in XML : http://explain.z3950.org/index.html 
· XPath: XML Path Language v.1.0. http://www.w3.org/TR/xpath
Description

SRW is a standard search protocol for Internet search queries, using CQL as a query language and SOAP XML over HTTP as a transport protocol. SRW queries allow both full-text searches (including proximity searches), and searches of specific fields of records.
Clients can specify the format for records retrieved by the search (typically as a metadata schema). If the format is not specified, the provider returns records in its own default format. The specification takes the form of a URI. A number of record schemas are registered with SRU, although there is no requirement that a record schema be registered in order to be used.

Consumers can also specify the sort order of results (as an XPath expression identifying the field to sort on within the result schema). They specify a starting record number and number of records to return, if multiple retrieval sessions are necessary. SRW allows persistent result sets, with a specified time to live, to support this functionality, and this service expression requires it.

Objects are returned as XML records; these are typically object metadata, rather than the objects themselves. A “diagnostic” XML record is returned on error; such records have their own schema specified under SRW, and their own identifiers functioning as error numbers.

This description is a succinct restatement of the interface definition of SRW in formal terms. It makes explicit some technical decision points which are not fully explicit in the current presentation of the standard from the Library of Congress. It is intended as a reference point for service expressions which profile SRW to different project requirements, and so emphasises the definitions of the interfaces in particular. 
Applicability and Function

SRW defines three operations:

· SearchRetrieve: search for resources through a query in CQL language, and retrieve them as XML records in a specified metadata schema. For instance, the query dc.title =/fuzzy kirkegård requests all records whose title under the Dublin Core Context Set (dc.title —i.e. the Dublin Core metadata title element) is a fuzzy match (=/fuzzy) for the search term kirkegård.

· Scan: browse a given indexes of search terms, from a given point onwards. For instance, the query dc.title = kirkegård , with the parameter maximumTerms=50, returns not all records with titles matching kirkegård, but the next 50 titles in the search index beginning with kirkegård. (e.g. Kirkegård, Kirkegaard, Kierchegærd). The request may also return how many records match each retrieved search term. This request allows systems to be proactive in making possible queries available. 
· Explain: query the provider for metadata about the provider itself, including what indexes are available for search; the response follows the ZeeRex schema.
In terms of the types of functionality specified by the Search service genre, SearchRetrieve and Scan are Query functions, and Explain is a Search Description function.
SRW is applicable to any discovery service operating on one or more data sources. It requires that these data sources be online, and be able to respond to search requests through the same protocol of XML over HTTP. 
SRW is not restricted to search requests: the Scan and Explain operations of SRW are also applicable to browsing services.

SRW does not require that the service end point implement flow control and persistent result sets, but such functionality is provided for. 
SRW does not require that objects be exposed for search through well defined metadata schemata as well as or instead of full text searches, although the CQL query language (not described here) is geared towards searches of distinct, schema-specific fields.
The Explain operation of SRW assumes that the data source can present information about its structure and behaviour through the ZeeRex schema.  
The Search/Retrieve and Scan operations of SRW assume that the data source can process search queries in CQL.   
Technical

Requests

1. SearchRequest. This request performs a search and retrieves XML records. The input parameters are:

a. version: Version of SRW (mandatory).

b. query: Query, expressed in CQL (mandatory)

c. startRecord: position within sequence of matched records of first record to be returned (optional, defaults to 1)

d. maximumRecords: number of records to be returned (optional). No maximum is defined or recommended by SRW.

e. recordPacking: whether XML records in response are transferred serialised into a single URL-encoded string, or as raw XML. 

f. recordSchema: the schema in which records should be returned. 
g. recordXPath. This is an XPath expression used to filter search results (optional); the XPath expression is evaluated relative to the specified recordSchema for each returned record, and records are returned in their own XPath Result schema (either a sequence of arbitrary XML nodes, or a single string, number, or Boolean value).
h. resultSetTTL. This is the number of seconds for which the client requests the result set be kept on the server (optional).

i. sortKeys. A sequence of sort keys by which the result records should be sorted. Each key contains the following information, serialised as described below:

i. path: an XPath expression identifying the value extracted from the record to serve as the sort key (mandatory).

ii. schema: the URI of the schema relative to which the XPath expression is evaluated (optional). 

iii. ascending: a Boolean value, whether the sort is ascending (true) or descending (false) (optional). The default is true.

iv. caseSensitive: whether the sort is case sensitive (optional). The default is false.

v. missingValue: the value to assign records in sorting for which the XPath is not present. The values can be abort, omit, lowValue (which behaves as a minimum sentinel value), highValue (which behaves as a maximum sentinel value), or an arbitratry constant (optional).

Sorting may be applied to an existing result set still residing on the provider, as well as in a new query. In the former case, the result set is specified in CQL queries through a predefined cql.resultSetID search index. 

j. extraRequestData. This optional parameter may be used to extend functionality of SRW. 

k. The stylesheet parameter is not used, in accordance with the SRW specification, although it is present in the SRW WSDL: this parameter is used for functionality specific to SRU. Service implementation should ignore this parameter if present.

l. The recordXPath is an XPath expression used to filter search results (optional). The XPath expression is evaluated relative to the specified recordSchema for each returned record, and records are returned in their own XPath Result schema (either a sequence of arbitrary XML nodes, or a single string, number, or Boolean value). 
The XML document created in response to the query contains the following parameters:

a. version: Version of SRW (mandatory).

b. numberOfRecords: the number of records returned (mandatory)

c. resultSetId: the identifier for the result set created in this query. This allows result sets to persist on the provider, which makes flow control possible. 

The predefined CQL search index cql.resultSetID is used to retrieve result sets stored on the provider through the identifier. If for instance a query for dc.title = fred returns a record with the parameters resultSetId = hdl:/201/102 and nextRecordPosition = 100, this means that the result set for the query has been kept on the server, and is to be resumed at the 100th record in the result set. The retrieval is resumed by issuing a SearchRetrieve request with the query parameter cql.resultSetID = hdl:/201/102 , and startRecord = 100 . Failure to retrieve the specified result set triggers the error code info:srw/diagnostic/1/51 “Result set does not exist”.
d. resultSetIdleTime: the time for which the provider estimates that this result set will persist. The standard recommends that this be read as a good-faith estimate rather than a guarantee.
e. records: the sequence of records retrieved by the search query. (This includes “surrogate” diagnostic records—i.e. error reports) Each record contains the following elements:

i. recordSchema: the URI of the XML schema in which the individual record is encoded. (mandatory)

ii. recordPacking: whether the record is being returned in raw XML, or serialised into a single string. 

iii. recordData: the record itself, as embedded XML (mandatory).

iv. recordPosition: the position of the current record in the result set (optional). 

v. extraRecordData: This optional parameter may be used to extend functionality of SRW.

f. nextRecordPosition: the number of the record in the record set after the current returned batch of records, if there are still pending records to be retrieved. So if a search has retrieved records 20-29, and record 30 is the next record on the provider to be retrieved, that value is returned through this parameter.

g. diagnostics: sequence of diagnostic records, indicating any warnings or errors in executing the query. Diagnostic errors have their own schema.

h. extraResponseData: This optional parameter may be used to extend functionality of SRW. 

2. Explain. This request asks for information about the SRW provider, which is returned as a ZeeRex v.2.0 XML record. The input parameters are:

a. version: Version of SRW (mandatory).

b. recordPacking: whether the XML record in response is transferred serialised into a single URL-encoded string, or as raw XML. 

c. extraRequestData. This optional parameter may be used to extend functionality of SRW. 

d. operation: the string explain (mandatory).

e. The stylesheet parameter is not used, in accordance with the SRW specification, although it is present in the SRW WSDL.

The XML record created in response contains the following parameters:

a. version: Version of SRW (mandatory).

b. extraResponseData: This optional parameter may be used to extend functionality of SRW.

c. records: a ZeeRex record. A fully populated example ZeeRex record is given below; the ZeeRex specification ( http://explain.z3950.org/dtd/commentary.html ) should be consulted. ZeeRex records used for SRW contain six sections:

i. serverInfo: network connectivity information and authentication

ii. databaseInfo: text information describing the provider

iii. metaInfo: authority metadata about the ZeeRex record itself

iv. indexInfo: indexes available for interaction with the provider (also specified in the provider’s CQL context sets)

v. schemaInfo: the schemata available for record retrieval and sorting

vi. configInfo: configuration for interaction with the provider in general, including handling of flow control. 

The SRU base profile requires that the ServerInfo element be populated with host, port, and database values; that the ServerInfo protocol value be SRW/U; and that the version element have the value 1.1 , for compliance. IndexInfo must contain at least one entry for set (= CQL Context Set) and for index/map/name (the index in the context set which is being accessed for searching); the set attribute of the latter must be populated. The following illustrates the minimum IndexInfo XML fragment for this service expression (illustrated by Dublin Core titles):
<indexInfo>
  <set identifier="info:srw/cql-context-set/1/dc-v1.1" name="dc"/>
  <index>
    <map><name set="dc">title</name></map>
  </index>
</indexInfo>
3. Scan. Scan returns a list of index terms in an index on the provider, starting with the index term matching the CQL query. The input parameters are:

a. version: Version of SRW (mandatory).

b. scanClause: Query to identify the starting point of the list of records to be returned, expressed in CQL (mandatory)

c. response: how far forward the listing of index terms should commence from the starting point identified in scanClause. If 0, the listing starts on the preceding search term; if 1, on the retrieved search term itself; if n>1, n−1 records after the retrieved search term. (optional, defaults to 1)

d. maximumTerms: number of search terms to be returned (optional).

e. extraRequestData. This optional parameter may be used to extend functionality of SRW.

f. operation: the string scan (mandatory).

g. The stylesheet parameter is not used, in accordance with the SRW specification, although it is present in the SRW WSDL: this parameter is used for functionality specific to SRU.

The XML record created in response contains the following parameters:

a. version: Version of SRW (mandatory).

b. diagnostics: sequence of diagnostic records, indicating any warnings or errors in executing the query. Diagnostic errors have their own schema.

c. extraResponseData. This optional parameter may be used to extend functionality of SRW. 

d. terms. The retrieved search terms. Each term has the following parameters:

i. value: the term itself (mandatory)

ii. numberOfRecords: the number of records in the provider matching a query for the search term (optional).

iii. displayTerm: a version of the term appropriate for display to end users, e.g. with stopwords added back in (optional).

iv. whereInList: the position of this search term in the search term sequence retrieved; must be one of first, last, only, and inner (= any other value).

v. extraTermData. This optional parameter may be used to extend functionality of SRW. 

e. The echoedScanRequest parameter is not used, in accordance with the SRW specification, although it is present in the SRW WSDL.

Errors

SRW errors must be reported using the SRU diagnostic record schema. Diagnostics are identified by a URI (prefixed by info:srw/diagnostic/1 ), which corresponds to an error number, and an optional details string. Registered error values are listed under http://www.loc.gov/standards/sru/diagnostics-list.html , and shall be used wherever applicable in preference to creating new error values. Errors 110 and 111 relate to stylesheets, which are SRU and not SRW functionality.
Data Model

All SRW requests are read-only, and do not affect the content of the provider. However, supporting flow control through result sets requires that queries through SRW be stateful: the provider must remember how many sets and items it has already presented to the client. Between queries, the set of records that the initial request specified may change, as new records are created, modified or deleted; the provider SHALL return an error indicating that the request should be reinitiated. 

Interface

SRW request and response structures are defined through the SRW Types schema, srw-types.xsd (also available at http://www.loc.gov/standards/sru/xml-files/ ). This schema in turn imports diagnostics.xsd , used for diagnostic records (= error messages), and xcql.xsd , used to express CQL in XML.

SRW Explain responses follow the ZeeRex schema, available at http://explain.z3950.org/dtd/index.html (as a DTD and XML Schema). The commentary to the schema (http://explain.z3950.org/dtd/commentary.html ) outlines the modifications to ZeeRex specific to SRU/W.

XML responses to SearchRetrieve requests must follow registered SRU schemas where available, and must use registered SRU identifiers for those schemas. If there is no SRU identifier available, the registered identifier for that schema’s XML namespace shall be used. For instance, records to be transferred in unqualified Dublin Core SHALL follow the registered SRU schema at http://www.loc.gov/standards/sru/dc-schema.xsd . The SRW identifier for Dublin Core schema, info:srw/schema/1/dc-v1.1, SHALL be used to identify this schema in SRW requests and responses. IEEE LOM does not have an SRU schema registered; the LOM XML namespace, http://ltsc.ieee.org/xsd/LOM, SHALL nonetheless be used to identify this schema in SRW requests and responses.

Sort keys shall be serialized as specified for SRU. The five fields of a sort key are delimited by commas, and sort keys are delimited from each other by spaces; Boolean values are expressed as 0 or 1, and parameters containing quotes, commas, or spaces must be quoted.

The following illustrations use XML representations of sortKeys for clarity, although no such XML representations actually appear in SRW:

<sortKeys>
  <path>title</path>
  <schema>info:srw/schema/1/dc-v1.1</schema>
  <ascending>true</ascending>
  <caseSensitive>insensitive<caseSensitive>
  <missingValue>highValue</missingValue>
</sortKeys>

<sortKeys>
  <path>date</path>
  <schema>info:srw/schema/1/dc-v1.1</schema>
  <ascending>false</ascending>
  <caseSensitive>insensitive<caseSensitive>
  <missingValue>highValue</missingValue>
</sortKeys>

The serialization omits the default values true (for ascending), insensitive, and highValue:

<sortKeys>title,info:srw/schema/1/dc-v1.1  date,info:srw/schema/1/dc-v1.1,0</sortKeys>

i.e. sort by title element under Dublin Core, or else date element under Dublin core, descending.
<sortKeys>
  <path>/record/title</path>
  <schema>http://ltsc.ieee.org/xsd/LOM</schema>
  <ascending>false</ascending>
</sortKeys>

<sortKeys>
  <path>/record/rights/datafield[@tag=”100”]/subfield[@code=”a”]</path>
</sortKeys>

Serialisation:
<sortKeys>”/record/classification”,”http://ltsc.ieee.org/xsd/LOM”,1  “/record/rights/datafield[@tag=\”100\”]/subfield[@code=\”a\”]"</sortKeys>

i.e. sort by the /record/classification element of the metadata record under LOM; or else use the subfield element with attribute code=a of the datafield element with attribute tag=100 of the rights element under the record element, using the default schema for the provider (Dublin Core).

SRW diagnostic records SHALL be generated in response to queries involving unavailable metadata formats. In particular:
· Queries formulated using an unavailable metadata format SHALL trigger the appropriate error info:srw/diagnostic/1/15 “Unsupported context set” or info:srw/diagnostic/1/16 “Unsupported index”. 
· Queries requesting records to be returned in an unavailable metadata format SHALL trigger an appropriate error: info:srw/diagnostic/1/66 “Unknown schema for retrieval”, info:srw/diagnostic/1/67 “Record not available in this schema”, info:srw/diagnostic/1/69 “Not authorized to send record in this schema”, info:srw/diagnostic/1/87 “Unsupported schema for sort”.

Known Uses

This standard description is used in:
· Service Expression: SRW Basic (FRED Project). V.0.15. Under development.
Implementation Guidance & Dependencies

Support for use of recordXPath in the SearchRequest operation is not widespread in the user community, and shall be relegated to an extension in SRW 1.2. Service expressions should avoid relying on the use of XPath filtering.
The Norwegian Z39.50 Interest Group (NorZIG) have an SRW/SRU profile which may be used for comparison: http://www.norzig.no/srw/norzig_profile.html 
There is preliminary discussion of authentication for SRW (using tokens) under http://www.loc.gov/standards/sru/token.html
The Cheshire3 project has an implementation of SRW: http://srw.cheshire3.org/ , http://cheshire3.sourceforge.net 
Note that certain changes in the interface will be required by the next version of SRU/W. Under SRU/W 1.2:

· XPath functionality (SearchRequest, recordXPath parameter) will become an extension, rather than core functionality.

· Sort functionality (SearchRequest, sortKeys parameter) will move from an SRW parameter to a CQL parameter.

· The Explain functionality and ZeeRex v.2.0 will be replaced in SRU/W 1.2 with Z39.93, which is equivalent to ZeeRex v.2.1.

· The default relation for CQL queries in SRU/W 1.2 will be = . As a result, the resource-specific scr relation will be eliminated.
· The exact relation in CQL will be replaced in SRU/W 1.2 by == .
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